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Iterative phase retrieval (IPR) offers a model-independent route to crystal-
lographic structure determination but is fundamentally limited by the sampling
of the diffraction pattern at Bragg positions. Consequently, conventional IPR
methods typically rely on a high solvent fraction (>70%) to sufficiently constrain
the solution, a condition met by only a small fraction of protein crystals. This
work investigates a magnitude-and-gradient IPR algorithm that overcomes this
undersampling barrier by exploiting the local intensity gradients VI(q) obser-
vable in the diffraction patterns of finite crystals. By incorporating the gradients
of the molecular transform alongside Bragg intensities, the phase problem is
converted from an underdetermined system of equations to one that is over-
determined by a factor of two. Tests on simulated diffraction data for proteins in
space group P1 demonstrate that the algorithm successfully reconstructs elec-
tron densities across a wide range of solvent fractions, including densely packed
crystals where standard algorithms fail. Furthermore, the approach proves
robust under experimentally relevant conditions, tolerating significant Poisso-
nian noise and the loss of low-resolution terms due to a beamstop when coupled
with approximate real-space support constraints. These results indicate that
leveraging the fine structure of Bragg peaks at coherent X-ray sources can
significantly extend the applicability of ab initio phasing.

1. Introduction

Diffraction from 3D crystals produces distinct intensity
maxima known as Bragg peaks. In X-ray crystallography, the
integrated counts in these peaks are used to perform a Fourier
synthesis of the crystal electron density. At the heart of this
process lies the long-standing phase problem: recovering the
phases ¢(q) of the structure factors F(q) from the measured
intensities /(q) at reciprocal-space positions q. While a wide
range of computational and experimental methods have been
developed to address this challenge, the fundamental limita-
tion remains that only intensities are directly measured.
Without phase information, the inverse Fourier transform 7 !
of the measured intensities yields the autocorrelation function
of the molecular electron density ppyl(r),

‘Fﬁl[lFmol(q)F] = Amol(Ar)’ (1)

with the interpoint distance Ar and the autocorrelation
function

Amol(Ar) = pmol(r) * pmol(_r) = /pmol(r)pmol(Ar + l') dr.
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Here, x denotes the convolution operation and r is the real-
space coordinate. The autocorrelation function of a compact
object is centrosymmetric even when the object is not; at the
same time it has twice the extent of the object itself. For
example, the convolution of the unit cube with itself is non-
zero in a cube of side length 2, containing all pair correlation
vectors that can exist in the unit cube. The autocorrelation
function of an infinite crystal is also of infinite extent.
However, the infinite crystal and its autocorrelation function
share the same periodicity, so the autocorrelation generally
extends into neighboring unit cells and only the central part
not overlapped by neighboring cells is unique. Because
protein crystals lack inversion symmetry, the autocorrelation
acquires an additional center of inversion relative to the
crystal, so that within one unit cell the unique information is
confined to a fraction of the cell. This is known as the
Patterson function (Patterson, 1934), which can be thought of
as an aliased version of the autocorrelation function. In this
case, one cannot distinguish intramolecular pair correlations
from intermolecular ones, leading to ambiguity.

This ambiguity would vanish if the molecular transform
were sampled twice as finely as the Bragg spacing, as this
would fully determine the autocorrelation function of the
molecule (Shannon, 1949; Sayre, 1952). In two and three
dimensions, the measurement of the complete autocorrelation
function of the compact object is usually sufficient to uniquely
determine all phases (Miao et al., 1998), as can be quantified
by the constraint ratio of the number of independent intensity
measurements to the number of coefficients required to
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Figure 1

describe the electron density of the molecule, oo (r) (Elser &
Millane, 2008). In a molecular crystal with only translational
symmetry, any increase in the unit cell in comparison with the
size of the molecular unit means an increase in solvent frac-
tion. This increases the number of Bragg peaks relative to the
molecular transform compared with a more tightly packed
crystal. That is, the molecular transform is more finely sampled
in reciprocal space. We illustrate this in Fig. 1, where we
compare the diffraction patterns of a single duck molecule
with those of duck crystals with high and low solvent fractions.
The transform of the single duck is sampled more finely when
the solvent occupies a larger fraction of the unit-cell volume,
approaching the limit of twice as many Fourier constraints per
dimension when the unit-cell width is at least double the
molecular extent in that direction.

A potential approach to reconstruct pm(r) is to use itera-
tive projection algorithms (Millane, 1990; Marchesini, 2007;
Millane & Lo, 2013; Barnett er al., 2024). Here, prior infor-
mation about the object is used to construct constraint sets
which pmoi(r) must satisfy. This includes the measured I(qy,,),
but may also incorporate real-space information, such as the
value distribution of the electron density, the object’s
approximate shape or the atomicity of the density (for high-
resolution diffraction). Such algorithms explore the space of
possible electron densities to find the intersection of constraint
manifolds. Typically, this involves alternating between reci-
procal space — where the object’s transform must match the
measured structure-factor magnitudes — and real space, where
the density is constrained by the assumed molecular support,
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The top row (a, b, c) shows the duck-shaped ‘density’ in black as well as the outline of the autocorrelation function in gray. The bottom row (d, e, f) shows
the center of the Fourier transform of the respective ‘densities’ above, where the intensity in the leftmost plot is enhanced by a factor of 1000 compared
with the maximum of the other two plots. From left to right, we show a single duck (a), a5 x 5 duck crystal with wide solvent spacing (b) and a 5 x 5 duck
crystal with tight solvent spacing (c). In the case of (b), the autocorrelation function fits well within the unit cell, whereas there is significant overlap in (c).
As the unit cell contains more empty/solvent space, the duck’s Fourier transform is thus sampled more finely in (e) than in (f). One can also see how the
lattice peaks of (e) and (f) match the high- and low-intensity regions of the single-duck intensities in (c).
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density histograms, atomicity or positivity of the density. The
conceptual foundation of iterative phase retrieval (IPR) lies in
the Gerchberg—Saxton (Gerchberg & Saxton, 1972) and error
reduction algorithms (Fienup, 1982; Griffin & Lim, 1984),
which alternate between enforcing known Fourier magnitudes
and real-space constraints. While these algorithms guarantee a
reduction (or non-increase) of the error, they are prone to
stagnation in local minima and show poor convergence in the
presence of noise. Algorithms such as the hybrid input—output
method (Fienup, 1982) forgo guarantees of converging to the
true solution, in exchange for the ability to escape local
minima. Later projection-based schemes — including the
difference map (Elser, 2003), relaxed averaged alternating
reflections (Luke, 2005), relaxed-reflect-reflect (Elser, 2025)
and alternating direction method of multipliers (ADMM)
(Wen et al., 2012) - provided tunable parameters, more
general projection formulations and stable convergence
behavior.

These algorithms are designed for only two constraint sets.
A way to combine more than two such sets into these algo-
rithms was introduced with the ‘divide and concur’ method
(Gravel & Elser, 2008). This approach uses multiple copies of
the electron density concatenated into a single state vector.
One projection operation for the algorithm, the divide
projection, is formed by projecting each copy, or replica,
within the state vector onto its corresponding individual
constraint set. The second operation, the concur projection, is
to enforce consistency between all replicas, such as by repla-
cing each replica with their average. Through this approach, an
arbitrary number of constraint sets can be seamlessly inte-
grated into the aforementioned algorithms. Elser (2013)
applied this approach to demonstrate the possibility of using
the intensity gradients measured at reciprocal-lattice points as
additional phasing constraints, which we implement here as
described below.

A fundamental difficulty in crystallographic phase retrieval
is the aforementioned issue that the number of measured
Bragg intensities is insufficient (by a factor of 2) to adequately
determine all phases, making additional constraints essential.
Such constraints can be introduced in two complementary
ways: by incorporating prior information about the structure
in real space or by exploiting auxiliary experimental infor-
mation available in reciprocal space. A common phasing
approach using similar real-space models is molecular re-
placement (Evans & McCoy, 2008), whereas ‘experimental
phasing’ based on additional reciprocal-space measurements
is often achieved by isomorphous replacement (Green et al.,
1954) or multi-wavelength anomalous diffraction (Hendrick-
son & Teeter, 1981). Here, we explore an approach that
combines both aspects using an iterative algorithm, without
requiring changes to the scattering properties of the crystal.

One of the most effective real-space constraints for IPR is
the support constraint, also known as the solvent flatness
constraint, especially when high-resolution data are not
available. The smaller the volume fraction of the support of
the molecule, i.e. the greater the volume known to contain
only uninformative solvent density, the easier the phase

problem becomes to solve (Millane, 1993). For every point
outside the support, we assume that the electron density is
constant and equal to the mean solvent density, which
provides a strong constraint on the possible phases. Equiva-
lently, as discussed above, the presence of unstructured
solvent implies that less of the molecule’s autocorrelation
function wraps around the unit cell. In the high-solvent-
fraction duck crystal in Fig. 1, the support covers a smaller
area because the unit cell is four times as large (two times the
edge length in each dimension). This allows the Fourier maps
to be sampled twice as finely in each direction, effectively
providing four times as many Fourier constraints (eight times
in three dimensions) and thus surmounting the information
deficit.

IPR algorithms have been successfully used for ab initio
phasing of high-solvent-fraction crystals. One interesting
approach uses an iterative algorithm that incorporates infor-
mation about the expected electron density inside the support,
such as histogram matching and non-crystallographic
symmetry (He er al, 2019). Recent work by Kingston &
Millane (2022) has demonstrated automated phasing of high-
solvent-fraction crystals using only an approximate solvent
estimate as additional input. Their algorithm combines several
modern projection schemes and was shown to perform well for
solvent fractions above 0.7. However, only about 5% of all
structures in the Protein Data Bank (PDB) (Berman et al.,
2000) exceed this threshold. Conversely, lower solvent frac-
tions lead to lower sampling, giving access to fewer points in
the molecular transform and making the phase problem
substantially harder. Even so, the method of Kingston &
Millane (2022) can often recover a coarse molecular envelope
that can serve as an approximate support for further refine-
ment. A transition region between the support and solvent
region can be introduced by creating both a loose and a tight
envelope (Fu et al., 2024). Introducing a third region besides
support and solvent, the transition region, allows for a more
focused search for the actual envelope. Using a transition
hybrid input-output (T-HIO) algorithm, high-quality struc-
ture determination has been shown to work for proteins with
solvent fractions as low as 60% (Fu et al, 2024). This still
excludes a large fraction of protein crystals.

Increasing the number of measurements in the diffraction
pattern, without modifying the scattering properties of the
crystal, or without necessarily increasing the diffraction reso-
lution, can only otherwise be achieved by measuring inten-
sities at non-Bragg positions. These vanish for perfect infinite
crystals, but any deviation from this ideal case leads to non-
zero intensity. For example, crystal truncation rods extend
from each Bragg peak in directions normal to crystal facets.
The ratio of counts in the Bragg peaks to those elsewhere
therefore depends on the ratio of the volume of the crystal to
its surface. The smaller the number of units making up the
crystal, the less information is concentrated in the Bragg peaks
and the more information is available in the inter-Bragg
regions. In the case of nanocrystals, the smallest kind of
crystal, the shape transform of the entire crystal can be
considered, rather than individual truncation rods, convolved
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with each Bragg peak. This led Spence et al. (2011) to propose
dividing measured crystal intensities by the shape transform to
recover the molecular transform at non-Bragg positions.
However, the challenge remained with the small signal and
insufficient signal-to-noise ratio (SNR) for the off-peak
intensities. This challenge led subsequent work to focus on
selected portions of the inter-Bragg signal that remain
experimentally accessible with meaningful accuracy (Kirian et
al., 2015). For example, Morgan et al. (2019) showed that
diffuse scattering arising from translational disorder (Ayyer et
al., 2016) can carry sufficient information to enable ab initio
structure determination. Building on this, a lattice-occupancy
model was shown to be capable of describing both crystal-edge
shapes and internal disorder such as stacking faults, allowing
the use of inter-Bragg intensities to recover additional phase
information (Chen et al., 2019; Chen et al., 2023).

Another promising way to overcome the undersampling
limitation of crystallographic phase retrieval, introduced by
Elser (2013), is to consider intensity measurements in the
near-neighborhood of the Bragg peaks, where intensities are
strongest. Elser developed an algorithm that uses the intensity
gradients VI(q) in addition to the integrated Bragg peak
counts /(q). The gradients give three extra quantities per
Bragg peak, thereby providing additional independent
constraints that can significantly reduce the phase ambiguity.
The gradient information provides new information because a
derivative in Fourier space corresponds to multiplying the
transform (in this case, the autocorrelation function) with the
coordinate along that dimension in real space, i.e.

FUVIF(Q] = —27i Ax; Ao (Ar), 3)

where j is the dimension along which the gradient V; is taken
and Ar; is the corresponding pair-correlation coordinate in
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Figure 2

Functions calculated from an isolated unit cell of a toy molecule (top row)
and from an infinite crystal of the same unit cell (bottom row). The
dashed boxes represent the size of the unit cell. (a, e) Electron density; (b,
f) autocorrelation function; (¢, g) the lowest-order Wigner-Seitz cell of
the autocorrelation function (i.e. centered on the origin); (d, k) inverse
Fourier transform of the intensity gradients in the horizontal direction,
shown within the lowest-order Wigner—Seitz cell. The color scale of the
coordinate Ar is indicated below (k).

real space. Since A (Ar) is the autocorrelation function of
the unit cell, it has a finite support with a width no greater than
twice the unit-cell dimensions, and thus so too does the
Fourier transform of the intensity gradients. We note that the
gradients of the intensities suffer from the same sampling
problem as the intensities themselves — they are measured
only at the Bragg peaks. As with the Patterson function, this
sampling has the effect of convolving the function of equation
(3) with the real-space lattice, leading to a periodic function
consisting of aliased repeats of equation (3). However, unlike
the unweighted Patterson function, this gradient-weighted
Patterson function weights each pair correlation by the
component r; of the correlation distance. Because this weight
scales with the pair-separation coordinate, it distinguishes pair
correlations arising within a single unit cell from those
crossing into neighboring cells, information that the
unweighted Patterson function alone cannot provide. The
finite extent of A, ensures that the aliased version of the
weighted autocorrelation function is zero at Ar = 0.

We visualize this in Fig. 2 by comparing the autocorrelation
functions of a single molecule and an infinite crystal as well as
the Fourier transform of the intensity gradient in the hori-
zontal direction. The gradient-weighted Patterson function
[Fig. 2(h)] reveals information about the unit cell that is absent
from the standard Patterson function [Fig. 2(g)] alone.
Specifically, the peak in the top left of Fig. 2(h) is positive,
whereas a contribution arising from within the same unit cell
would be expected to be negative; analogously, the bottom-
right region is negative rather than positive, indicating that
these contributions originate from neighboring unit cells
rather than the unit cell itself. The aliased Fourier transforms
of the intensities and their gradients therefore contain
complementary information, and we exploit this difference to
unravel the full autocorrelation function and enable iterative
phasing even at low solvent volume fractions.

The purpose of this work is to close the gap between the
theoretical magnitude-and-gradient phase retrieval frame-
work proposed by Elser and its application to realistic nano-
crystal diffraction data. To this end, we first investigate how
molecular-transform intensity gradients could be reliably
extracted from nanocrystal diffraction patterns. Using simu-
lated data, we then incorporate these gradients into an itera-
tive reconstruction algorithm and compare its performance
directly against a similar iterative algorithm that relies solely
on Bragg intensities.

By evaluating both the magnitude-and-gradient and
magnitude-only algorithms on simulated datasets covering a
wide range of solvent fractions, we assess how gradient
information improves reconstruction quality, particularly in
regimes where conventional IPR algorithms fail. We further
probe the algorithm’s robustness under experimentally rele-
vant complications, such as Poisson noise and missing low-
resolution data caused by a beamstop. Through these studies,
we aim to establish the practical feasibility of magnitude-and-
gradient phase retrieval and to clarify under what conditions it
can substantially expand the applicability of direct phasing for
nanocrystal diffraction.
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Table 1

Definition of variables and notation, organized so that quantities defined in both real and reciprocal space appear on the same row.

Subscripts denote the object they describe: mol (molecule/asymmetric unit), uc (unit cell), cryst (finite crystal), oo (infinite lattice) and finite (finite lattice).

Real space Fourier transform Intensity

Description

Diffraction objects (paired by space)

Prmol (T) Fiol(q) Tnot(q) = | Frnor(q)|? Single molecule/asymmetric unit: the repeating unit and the reconstruction target

Puc(r"€) Fuc(q) — Periodic unit-cell density (formerly p,); equals pmoi Wrapped into the cell

pcryst(r) Fcrysl(q) Icrvs((q) = ‘Fcrysl(q)lz Finite (Simlﬂated) CryStal (formerly [ C)

Ioo(r) Loo(q) IL2.(q)l Infinite lattice of delta functions

Lfinite (T) Liinite(q) [ Liinice (@) Finite lattice, linite = looS, Liinite = Loo * S

s(r) S(q) NOE Lattice shape function (1 inside, 0 outside) and lattice shape transform

R;(r) = 27Ti uj Pl ViFnol(q) Vil(q) Gradient replica for axis j; F{R;} = ViFnol

Anmol(Ar) - Inoi(q) Continuous autocorrelation of pmor; F{Amol} = Imol

P(Ar) - 1(q0) Patterson function (autocorrelation aliased to the unit cell)

Coordinates and indices Algorithm and metrics

r General spatial coordinate p(nfll, 70 Density iterate and ADMM dual variable at step n
(counter unified to n)

r'c Fractional unit-cell coordinate o ADMM relaxation/step-size parameter

Ar Interpoint (pair-correlation) distance o Intensity gradient scaling hyperparameter in the Fourier
projection

u(r) Unwrapping function mapping unit-cell to molecular PE mag: PO.mag Fourier and object projections, magnitude-only algorithm

coordinates

q Reciprocal-space coordinate PE grad, Po,grad Fourier and object projections, magnitude-and-gradient
algorithm

Qiees Yirac Bragg peak position and fractional offset from the nearest Gstop Radius of the central beamstop mask in reciprocal space

peak
j Spatial dimension index (x, y, z) n Global signal-to-noise ratio parameter
S High-resolution shell used for signal normalization

Noiseless and noisy intensities

Itrue (q)v Innisy (q)
CcC

Maximum voxel-wise cross-correlation coefficient

. . F _ — .
Defining relations: peryst = Pmol * (looS) = Feryst = Fiol Liinites Teryst = Imol [Lnite 1”3 Pmot[0E)] = uc(@*), Funol (@) = Fuc(@ie); F~ {Imot} = Aot F I{le} = —27i Arj Aol

2. Measuring molecular intensity gradients

Before describing the algorithm, we outline a method for
extracting intensity gradients from crystal diffraction patterns.
A protein crystal may be described as the convolution () of
the unit-cell density with a lattice. The following gradient
retrieval procedure only applies to crystals with a single
molecule per unit cell, so that the asymmetric unit is the whole
molecule and the only crystallographic symmetry is transla-
tional. Extending this treatment to other space groups remains
an important open question. The lattice is, in turn, given by the
product of an infinite lattice and the crystal shape function.
The real-space crystal density prys(r) can thus be written as

4)

where ppoi(r) is the electron density of the repeating unit (e.g.
an individual molecule), /. (r) is an infinite periodic lattice of
delta functions at each lattice point and s(r) is the lattice shape
function, which is one inside the crystal and zero outside. For
notation used in the article see Table 1. The measured
coherent diffraction I.ry(q) is proportional to the squared
modulus of the Fourier transform of pcrys(r),

Icryst(q) = |Fcryst(q)|2 = |Fmol(q)|2 “:Loc(q) * S(q)]iz’ (5)

where Loo(q) is the reciprocal lattice, like its real-space
counterpart an infinite grid of delta functions, and the ‘lattice
shape transform’ S(q) is the Fourier transform of s(r). As
shown in equation (5) and illustrated in Fig. 3, S(q) is repli-

locryst(r) = pmol(r) * [loo(r) S(l’)],

cated at each reciprocal-lattice point, and all peaks are
modulated by the molecular structure factors. The width of a
Bragg peak, the finest feature in reciprocal space, is inversely
proportional to the longest correlation length in the crystal
(Ayyer et al., 2018). Small crystals therefore exhibit broad
Bragg peaks. For large crystals, the spatial coherence of the
beam may not be as large as the entire crystal, or the real-
space lattice might maintain its correlation only over sub-
volumes of the crystal, as in a mosaic crystal. S(q) represents
the Fourier transform of the coherent volume of the crystal
and, in the aforementioned examples, Bragg peaks may thus
be significantly wider than one would expect from the crystal
size alone.

If the band-limited function |Fm(,1(q)|2 varies slowly over
each reciprocal-lattice peak, equation (5) indicates that the
shape of each peak is approximately identical. Although S(q)
generally extends to reciprocal distances beyond the spacing
between reciprocal-lattice points, the convolution L, (q) *
S(q) = Linite(q) is a periodic function that can be fully
described over the Brillouin zone of the reciprocal lattice,
addressed by the coordinate qg,.. Any position in reciprocal
space can be expressed as q = q;;, + qg,. With Vq,,, €
q: Loo(q) # 0 and —0.5 < g, - 2 < 0.5, where a is the unit-
cell basis.

There are several consequences to this approach. First of
all, each crystal will have its own lattice shape transform.
Spence et al. (2011) showed that with a sufficiently large
ensemble equation (5) holds, with S(q) replaced by the
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(d)

qx gx

(a) Section of a noise-free diffraction pattern with Bragg peaks, i.e. Ierysi()- Gy indicates the positions of the Bragg peaks and g, indicates the
fractional offset from the nearest Bragg peak. (b) The lattice shape transform, representing the average intensity relative to the nearest Bragg peak, i.e.

|5%(q)|. (c) The intensity of the finite lattice transform, i.e. |L?

molecular intensity Zmol(q) = Zeryst(q)/| L3

finite

finite

average lattice shape transform of the ensemble. Second,
compared with conventional data collection strategies, the
extraction of intensity gradients at the Bragg peaks requires a
significantly finer sampling of intensities throughout the
volume of reciprocal space.

The most significant limitation is that all effects of the shape
function have to affect the lattice only and leave the unit cell
unchanged. If there are symmetries other than translation (i.e.
a non-P1 space group), this is broken. Furthermore, surface
effects, such as a disordered solvent shell, and strain may also
affect the unit cell in unpredictable ways. Disentangling the
molecular transform from the lattice shape transform, as
described above, is only possible if the unit cell is not
distorted, and if there is only one copy of the asymmetric unit
in the unit cell.

With this out of the way, we generalize these cases by
expressing the merged photon counts (or intensities) of
equation (5) as

Icrysl (q) = lmul (q) | L%initc (q) | ’ (6)

with data represented on a fine 3D array. Estimates of
Tnol(@ee) = |Fmot(qye))> can be obtained by integrating the
counts in the volume of each peak, normalizing by the integral
of L2 . (Qyac), While gradients VIne(qy,) can be obtained
from the finely sampled intensities Iy (q) by first dividing
these by LZ .. (q,c) to obtain precise estimates of /moi(q) in
the neighborhoods of the Bragg peaks. These steps, however,
require a precise estimation of L% . .(qg,.)- Following Spence
et al. (2011), L% . .(q,.) can be determined by averaging
ICl'ySl(qfrac) over all Bragg peaks Unie to give (Imol) |S(qfrac)|2-
After normalization, this is convolved with the reciprocal
lattice to obtain the periodic L ;..(q). The precise estimates of
Inoi(q) are thus obtained within the peaks where S?(q) is
significantly nonzero. For each Bragg reflection, we fit the
local intensity distribution along the three reciprocal axes q,,
qy, qz; the slopes of these fits yield the three components of
VImol(q)'

This is easiest when the unit cell is orthogonal, so that the
reciprocal axes are orthogonal and the measured intensities

fall on an orthogonal sampling grid. This is the case treated in

(q)|. (d) Following Spence et al. (2011), equation (5) is rearranged to solve for the
(q)]- All intensity scales are presented on a logarithmic scale.

our simulations (Section 4). In general, however, the cell is not
orthogonal and the reciprocal axes no longer coincide with the
sampling grid. Two approaches are then possible. One can
resample the measured intensities onto an orthogonal grid by
an affine transformation, rotation and scaling, which aligns the
reciprocal axes with the sampling directions (Meisburger et al.,
2020). Alternatively, one can fit the local intensity distribution
along the non-orthogonal reciprocal axes directly, in the
measured frame. The latter requires a more involved fit but
avoids interpolating the entire dataset, and the associated
interpolation errors, incurred by the former.

3. Algorithmic implementation

In this section, we describe the numerical implementation of
the proposed phase retrieval framework, which incorporates
both Bragg intensities and their local gradients. Building on
the formalism introduced in the previous sections, we first
define the unwrapping function required to relate the unit-cell
density to the molecular density. We then formulate the reci-
procal-space constraints arising from both intensity and
gradient measurements, followed by the corresponding
projection operators. Real-space constraints, including
support and positivity, are subsequently introduced and
combined within a divide-and-concur framework. Finally, we
present the iterative projection scheme used to solve the
resulting constrained optimization problem and outline the
specific implementation details used in our simulations.

3.1. The unwrapping function

As seen in equation (5), Fuys(q) is composed of the
multiplication of Lgyite(q) and Fioi(q) = F{pmol(r)}. We aim
to form a Fourier synthesis of the molecular density pmo(r).
For crystallography based on Bragg intensities alone, one
performs this synthesis only at the reciprocal-lattice points
from Fuc(qp) = F{Peryst(r*)}, to recover the unit cell of the
periodic density perys (r*°) of equation (4) within the primitive
unit cell. This unit cell is a parallelepiped containing the
asymmetric unit. The choice of the origin of this unit cell is
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arbitrary and only modifies Fy(q,,,) by a phase ramp, even if
the boundaries of the unit cell may slice across the molecule.

The electron density of the unit cell p,(r"®) is not the same
as that of the molecular unit ppe(r), which is the single
molecule that is repeated at each lattice position to form the
crystal. It is important to distinguish between these two
quantities: the unit-cell density is a periodic representation
constrained by the computational domain, whereas the
molecular density corresponds to the physical object of
interest. While the two objects share Fuc(qy.) = Fmol(Quke), as
seen from equation (4) and equation (5), away from the
reciprocal-lattice points (including infinitesimally close to
them as needed to define a gradient) they differ. Here, the
diffraction intensities depend on the physical structure of the
crystal and particularly on how the crystal is terminated
(Kirian et al., 2015). One way to appreciate this difference is
that the crystal density pery (r) in equation (4) is not defined as
an infinite crystal multiplied by a shape s(r), whose transform
would correspond to that of the infinite crystal convolved with
the lattice shape transform. In that case, the molecules on the
surfaces of the crystal might be truncated by the arbitrary
boundaries of the unit cell, which is unphysical. Equation (4)
shows instead that the entirety of the crystal is given by the
compact structure ppo1(r) repeated at a finite number of lattice
positions. The surface of the crystal in that case consists of
whole molecules.

Many crystals contain more than one molecule or asym-
metric unit per unit cell. For such crystals, it is likely that their
termination behavior is not regular, meaning that the crystal
may terminate in partial unit cells. For example, a 1D crystal
with unit cell ‘ab’ could start and end with ‘a’ (‘ababa" rather
than ‘ababab’). As a result, the measured intensities average
over cells with different terminations, so that the finite crystal
presents several distinct effective transforms rather than the
single transform of a fully periodic crystal (Kirian et al., 2015).
There has been work to create algorithms that incorporate and
estimate such irregular terminations (Chen et al., 2023). As
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Figure 4

(a) Slice through a protein crystal, with unit-cell boundaries shown in red
and each distinct protein shown in a different color. (d) Slice through a
single unit cell, i.e. in the space pyoi(r). (b), (¢) The unwrapping functions
u,(r) and u,(r) (red: positive; blue: negative; white: zero). Although the
protein is cut off along both x and y, this slice only shows the effect along
y. (¢), (f) Slices through the replicas R,(r) and R, (r). Each component of
u(r) marks transitions only along its respective axis.

stated above, the gradient calculation is restricted to a single
molecular unit.

Because IPR algorithms are executed using the discrete
Fourier transform, it is practically necessary to reconstruct the
density within a strictly periodic volume, such as the unit cell.
To obtain Fp(q) from F,.(q), following Elser (2013), the unit-
cell density can be expressed as

Pt 0(r*)] = (1) ™

Here the ‘unwrapping function’ u(r) maps the fractional
coordinate r'® within the unit cell to positions within the single
asymmetric unit, which may extend beyond the boundary of
the unit cell. Consequently, expressing Fyo(q) in unit-cell
coordinates (Elser, 2013) yields

Fou@) = / P exp2min(e) - qdr.  (®)

The choice of u(r) is not unique, since some r can map to
multiple pmei(r), and the boundary between molecular units
can be chosen to lie anywhere within the solvent region. The
wrapping of the asymmetric unit in the unit cell is illustrated in
Fig. 4. A portion of a 2D crystal is depicted in Fig. 4(a),
showing several repeated molecules. Lattice positions, /o (r),
and the corresponding unit cell are indicated. The origin of the
lattice and the unit cell is arbitrary. Because IPR is performed
on a periodic computational grid, the reconstruction naturally
yields a unit-cell density rather than the molecular density. To
recover the underlying molecular density, it is therefore
necessary to account for the wrapping of the molecule across
unit-cell boundaries. The x and y components of the
unwrapping function are shown in Figs. 4(b) and 4(e). These
map the fractional coordinates of the unit cell to the single
molecule and ensure that the Fourier integral of equation (8),
made over the domain of the unit cell, is equal to that of the
single molecule.

3.2. Reciprocal-space constraints

The phasing algorithm of Elser (2013) makes use of four
sets of Fourier constraints: the Fourier magnitudes obtained
from the square root of the Bragg intensities Inoi(qy,), and
the three components of the gradients of the intensities at
reciprocal-lattice vectors gq,,. Since the following analysis
focuses exclusively on intensities and gradients evaluated at
the reciprocal-lattice points (q = q,,,, With g;,. = 0), we drop
the ‘mol’ and ‘hk{’ subscripts for the sake of brevity.
Furthermore, as established previously, our analysis focuses
solely on the gradients of Fio and Fuoi(qyr) = Fuc(qyze); for
notational convenience, we hereafter refer to it simply as F.

The modulus constraint from the intensities is straightfor-
ward. The modulus of the Fourier transform of the density
should equal the square root of the diffraction intensities:

|F o)} = |F(q)| = vI(g). ()

By applying the chain rule, the gradients of the intensities can
be expanded as

ViI(q) = Vj|F(@) = 2 Re[F*(q)V,F(q)] (10)

J. Appl. Cryst. (2026). 59

Sebastian Bielfeldt et al. -«

7 of 17

Iterative phase retrieval using the gradients of intensities



research papers

for each dimension j € {x, y, z}. From equation (8), it follows
that

V.F(q) =V, / (") exp[2miu(r*) - q] dr'*

= 2mi / u,(r*) p(r™) exp[2riu(r®) - q]dr™.  (11)

Substituting this result into equation (10) yields the constraint
relating the Fourier transform and its gradients,

2Re[F{p(m)}* F{R;m)}] = V,I(q), (12)
where, from equation (11),
R;(r") = 27i u;(r*) o(r™) (13)

are the three real-space versions of the electron density, each
multiplied by the unwrapped coordinate along j, w;(r").
Examples of this are shown in Fig. 4. Note that a change in the
choice of the origin of the unit cell leads to a non-trivial
change of VF(q) but, as seen from equation (3), this has no
effect on the calculation of V|F(q)|>.

3.3. Fourier-space projection

In the Results section, we will discuss and compare two
algorithms which differ only in the projections they use. Here,
we present one variant that relies on gradient information,
which we refer to as the magnitude-and-gradient algorithm,
with the corresponding projection denoted Pgraq. The other
does not use this information and is called the magnitude-only
algorithm with the corresponding projections being denoted
P For readability and convenience, we drop the explicit r
and q dependence in the projection definitions for the rest of
this subsection.

First, we define the magnitude-only case. While we defined
p and F as the electron density and its Fourier transform,
respectively, in the following, we use p* and F® to denote
the input of a projection and p**! and F**V for the output of
a projection. So, considering only equation (9), the Fourier
projection Pk na simply updates the estimate by replacing the
calculated amplitudes with the measured ones, JI.

Magnitude-only Fourier projection Pgpa,. Mapping F® to
F*+1 on the constraint equation (9), the projection updates
the estimate such that

F®
0|

P g - FE0 = VT (14)
Here, the phase ¢ = arg(F;) remains unchanged, while the
amplitude is constrained to match the experimental data. If we
want to express the projection in real space, mapping from p*)
to p**1, we can use the Fourier transform F and its inverse
F! to write
.k ~1[F k
Prmag : P = T Pronae[F (0) ]} (15)
As mentioned in the Introduction, the divide-and-concur
method (Gravel & Elser, 2008) can be used to apply iterative
projection algorithms to more than two sets of constraints.
Here, four copies of the electron density are concatenated into

one long state vector p. In the divide projection each of the
four constraint projections, corresponding to the modulus
constraint of equation (9) and the three gradient constraints of
equation (12), are applied to a different replica within p. The
concur projection then enforces agreement between the
various projections by averaging all replicas into a single
estimate of the electron density. Following Elser (2013), p is
defined not as four equivalent copies of the electron-density
estimate p but with the coordinate-weighted versions of
equation (13) as p = (p, Ry, Ry, R;), where the other replicas
are determined by R =up [ie. equation (13)]. The main
benefit is that the Fourier transform of p is then equal to the
four quantities for which constraints exist, namely F =
(F, V\F,V,F,V_F), by applying the Fourier transforms as
defined in equation (8) and equation (11). To incorporate the
gradient constraints into the Fourier or ‘data’ projection, we
follow the approach of Elser (2013). We refer the reader to
Appendix A for its derivation.

The gradient-augmented Fourier projection enables the
reconstruction of electron density by satisfying four inde-
pendent constraints per Bragg peak: one for the measured
intensity and three for the components of the molecular
intensity gradient. To jointly satisfy these constraints, the
algorithm minimizes the L2 distance between the input
configuration F®) and the projected output F**1). The process
begins by finding the minimum distance to reach the constraint
using the method of Lagrange multipliers, which corrects the
input gradient estimates along the direction of the structure
factor. The stationarity condition of the Lagrangian yields an
expression for the distance between the input and output
configurations. This can be written as a non-convex trigono-
metric potential, specifically a double-angle cosine function of
an unknown phase. By identifying the global minimum of this
potential, the algorithm determines an optimal phase that
simultaneously satisfies the magnitude constraint and aligns
with the observed peak shifts, effectively turning an under-
determined system into an overdetermined one that is more
resilient to noise.

Magnitude-and-gradient Fourier projection Py gy,q. To map F®
to F*+1 satisfying the constraint set given by equation (9) and
equation (12), we update the Fourier transform and its
gradients according to

- | F%ED = VT exp(ip),
PF,grad . { (VjF)(k+1) — (VjF)(k) _ 27TF(k+l))Lj. (16)

Note that one first calculates F**, where the phases ¢ are
updated to reflect information from both F® and (VF)®. To
then obtain VF**D one also needs to find the Lagrange
multiplier A;. This projection was derived by Elser (2013).
Appendix A provides the derivation of A; and ¢ [equations
(30) and (39), respectively].

To map from p® to p**Y we thus define Pr graq like Pr mag-
First, one applies the Fourier transform JF to each of the four
replicas in p® to obtain F®. Then, one inserts the result into
i’p.gmd to obtain the updated F' (k+1) and (V,F )(k“) . Lastly, the
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inverse Fourier transform F ! is applied to F**V to obtain
the updated replicas in real space p*+1.

3.4. Real-space constraints and projections

In real space, we enforce a total of three constraints. We
discuss first the constraints used for the magnitude-only and
magnitude-and-gradient algorithms and then how these fit
into the divide-and-concur framework of the magnitude-and-
gradient algorithm. The first is the positivity constraint, which
reflects the physical requirement that electron densities
cannot be negative. This is expressed as

Vr: p(r) > 0. (17)

Second, structural information is confined within a finite
support y. Outside this region, the density is assumed to be a
uniform solvent, Psolvent,

Vr ¢ V: p(l‘) = Psolvent* (18)

In practice, the exact support is rarely known a priori. To
address this, we employ a ‘shrinkwrap’ algorithm (Marchesini
et al., 2003), which dynamically updates the support during the
reconstruction. It begins with a loose initial estimate, often the
entire unit cell, and iteratively wraps more tightly around the
object as the density estimate improves (we describe our
implementation in Section 3.5).

Combining the positivity [equation (17)] and support
[equation (18)] constraints yields the real-space projection for
the magnitude-only algorithm:

Real-space object projection P pm,e. Applying the combined
support and positivity constraints to the current estimate p*
yields the updated estimate p**+D:

P | p% () = p®P(xr) if p% e support and p® >0,
O,mag * p(k+1)(l‘) =0 else.

(19)

As discussed previously, the magnitude-and-gradient
Fourier projection generates four independent estimates
within the state vector p(r). Within the divide-and-concur
framework, the generation of these independent estimates
constitutes the ‘divide’ step. To complete the operation, the
real-space ‘concur’ projection must reconcile these indepen-
dent replicas to yield a single, coherent density estimate, p(r),
at each position r. This reconciliation enforces internal
consistency between the replicas but does not impose physical
constraints on the density. For readability, we hereafter drop
the explicit spatial dependence (r) from our notation. Because
the gradient replicas are inherently tied to the density through
the relationship R; = 2miu;p, we must formulate a joint esti-
mate that forces the replicas to concur by satisfying this
structural coupling. To accomplish this, Elser (2013) proposed
a distance-minimizing projection, which maps the input state
vector p¥) to a unified density p:

k .
PP+ R](. ) 127i ' 20)
I+ 0w

Preconcile : I(_) = Re|:

This projection effectively computes a weighted average of the
four replicas, where the gradient contributions are weighted
by their distance from the origin.

Regardless of whether we use the magnitude-only or
magnitude-and-gradient algorithm, the real-space constraints
must also be satisfied. We thus include these as a side
constraint and apply this projection after having reconciled
the four different replicas in p, yielding the final updated
density p**V. From this constrained density, we then cast the
consistent gradient replicas R;kH) using equation (13). The
complete real-space projection for the magnitude-and-
gradient algorithm, denoted as Pq graq, is summarized below.

Magnitude-and-gradient object projection Pggraq. To apply
Po graa from p® to p*+V we perform the following steps:

(i) Apply the reconciliation projection p = Preconcﬂe[p(k)] to
reconcile the four independent replicas into a single density
estimate.

(ii) Apply the real-space constraints p**+!) = Po,mag(p)
(positivity and support) to obtain the constrained object
Pk

(iii) Cast the updated object p**1 back into the gradient
replicas using the relationship R;kﬂ) = 2miy; p**D for each j,
yielding the fully updated state vector [p%*),
R+, R;k+1)’ ng+1)].

3.5. lterative projection algorithm

After defining the relevant projections, we will now present
the iterative projection framework, which we use for both the
magnitude-only and magnitude-and-gradient algorithms. It is
based on the alternating direction method of multipliers
(Boyd et al., 2011), which is similar but not identical to the
version Elser (2013) used in their original publication and is
given by

Pk = Pr(pox + azy),
Pt = Polpf — azy), (21)
Zjp1 = T+ Prst — Pre

Here « acts as a relaxation or step-size parameter that controls
the update of the discrepancy variable z;. Empirical testing
showed that values of o between 0.5 and 0.8 yielded
comparable convergence stability. A weight of o = 0 reduces
to the error reduction algorithm, whereas a weight of 1 gives
the Douglas—Rachford algorithm (Elser, 2013). For initial
values, we set the first real-space guess py(r) to the Fourier
transform of +/7 with random phases and set zy(r) = 0.

The magnitude-only algorithm uses Pomag and Pr mag.
whereas the magnitude-and-gradient algorithm uses Po grad
and PF,grad~

In experiments, the unwrapping function u(r) is not known
before reconstruction. But, as shown by Elser (2013), the
reconstruction results are only weakly affected by iteratively
estimating u(r) during reconstruction. Therefore, we do not
estimate u(r) in our simulations but instead use a ground-truth
unwrapping function for all reconstructions. Also, we use
o = 3 in all experiments, following Elser (2013).
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With respect to the support constraint in the real-space
projection, several strategies were considered, including fixed
and adaptively updated supports (Marchesini et al., 2003). The
fixed support can be either the exact support y;e that matches
the molecule, a looser support or a support covering the entire
unit cell. For the looser support we Gaussian blurred and
thresholded the ground-truth electron density to generate a
support which contains the true support as well as some
solvent area. This threshold was set as the median pixel value
of all r ¢ Yuue(r), such that the solvent region was halved
between being inside and outside of the support. In our
implementation of the shrinkwrap support, we Gaussian
blurred the current iterate and updated the support according
to the thresholded blurred estimate every ten steps, starting
from a support covering the entire unit cell.

4. Results
4.1. Dependence on solvent fraction

This section evaluates the robustness of the magnitude-and-
gradient algorithm, specifically its performance across
different solvent fractions and its resilience to significant
noise.

All numerical experiments followed a standardized simu-
lation pipeline. The repeating unit p(r) is represented as a
discretized electron-density map on a regular voxel grid. A
finite crystal is constructed by placing this unit on a periodic
lattice,

er) =) pr+h-a), (22)

where h € [0, H]? defines the integer grid coordinates for a
crystal of dimension d, and a denotes the pixel distance
between adjacent repeating units (which corresponds to the
unit-cell dimensions, unless otherwise stated). This construc-
tion yields a crystal of extent Ha containing H? repeating

Solvent Fraction 0.00 Solvent Fraction 0.17  Solvent Fraction 0.56 Solvent Fraction 0.75

units. To achieve adequate sampling in reciprocal space, the
array is zero-padded by an additional (H + 1)a in all dimen-
sions. From the simulated crystal intensities /.y, the lattice
shape function S?(q) is estimated to remove the finite-lattice
contribution L ;.(q) for all accessible Bragg peaks on the
simulated grid. This procedure isolates the molecular inten-
sities I1o1(q) and their gradients VI, (q). To ensure statistical
robustness, all reconstructions were repeated 25 times per
dataset from random phase initializations. Each reconstruc-
tion was iterated for 1000 steps, well beyond the typical
convergence threshold. The resulting reconstructions were
aligned in real space, averaged and compared against the
ground-truth electron density py of the repeating unit using
the voxel-wise cross-correlation coefficient CC,

o) = (o) [og(®) — (o))
S0 — (T S lpu(e) — (o )T
(23)

where (p(r)) is the mean over r, i.e. {p(r)) =) . p(x)/> 1.
The reconstructed density can be shifted by an arbitrary offset

as well as inverted through the origin without modifying the
calculated diffraction pattern. This ambiguity, however, affects
the calculated CC. Accordingly, the CC was evaluated over all
translational offsets (with periodic boundaries) and for both
the original and mirrored ground truth p,(—r), and the
maximum value was taken as the final CC. A visual summary
of these steps can be seen in Fig. S1 in the supporting infor-
mation.

We first show the effect of the reconstruction process on a
2D example, which facilitates visual inspection. The compu-
tational framework is similar to that used for the 3D crystals.
The 2D molecular unit, a grayscale test image, was combined
with varying levels of zero-padding around the object to
simulate different levels of solvent fraction. These padded
objects were placed in a 5 x 5 unit-cell grid, which was further
padded by zeros to simulate a finite crystal. The corresponding

CClp(x), py(r)] =

g

Magnitude only

CC=53.6%

CC=46.4%

e

CC=91.9%

CC=100.0%

Magnitude
and Gradient

CC=93.7%

CC=99.6%

o

CC=99.9% CC=100.0%

Figure 5

Visual comparison of magnitude-only reconstruction and magnitude-and-gradient reconstruction at different solvent fractions, where the black back-
ground indicates the simulated solvent. We display the cross-correlation coefficient (CC) between the reconstruction and the ground truth, excluding the

solvent area, in the bottom-right corner.
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Table 2

Shorthand names for structures used in this study, including unit-cell parameters and solvent fraction (MW = molecular weight).

Shorthand Full name PDB code  Cell volume (nm®)  Solvent fraction
RSV F Respiratory syncytial virus fusion glycoprotein F 8ydl 336.2 0.636
GH168 Endo-fucanase, glycoside hydrolase family GH168 9f9v 168.6 0.365
SLP S-layer protein complex ofsf 405.2 0.545
hCRBPII-R58Y  Human cellular retinol-binding protein II, R58Y mutant 9del 64.1 0.312
HRP-2 PWWP domain of hepatoma-derived growth factor-related protein 2 9i7a 535 0.390
NikK Periplasmic nickel transporter component NikK 9gcb 99.5 0.334
HBDH 3-Hydroxybutyrate dehydrogenase 9c5Sm 568.4 0.414
hCRBPII-RS8A  Human cellular retinol-binding protein II, RS8A mutant 9dfb 64.4 0.389
RCC1 Regulator of chromosome condensation 1 lal2 280.5 0.375
GapN Non-phosphorylating NADP"-dependent glyceraldehyde-3-phosphate dehydrogenase — 9raz 858.8 0.303

Ieryse and Vs were then computed as described above. In
Fig. 5, we show a side-by-side comparison of the magnitude-
only and magnitude-and-gradient IPR algorithms at different
solvent fractions.

As discussed in the Introduction, a square 2D object of edge
length E requires a unit cell of at least 2E x 2E to prevent
aliasing of its autocorrelation function. Given that the object
area is E* and the required unit-cell area is 4E?, this theore-
tical limit inherently dictates a minimum solvent fraction of
(4E* — E?)/4E? = 3/4 = 75%. Ensuring the autocorrelation
function remains unaliased means that all information is
maintained. At this limit, the magnitude-only algorithm
accurately reconstructs the object.

For solvent fractions between 1/2 and 3/4, the reconstruc-
tion quality decreases, yet the object’s primary structural
features are still preserved. This behavior is explained by the
constraint ratio (Elser & Millane, 2008) for the support
constraint. For a unit cell with volume («E)? in d dimensions
containing only solvent and an object with E“, there are E“
unknowns, corresponding to the volume of the object. There
are (aE)d/Z independent intensity constraints accounting for
the Friedel symmetry of the diffraction pattern for real-valued
objects. A solvable system requires a constraint ratio greater
than unity:

d
1> (Od;# — o> 2. (24)
This implies that with a support constraint alone one needs
more than a solvent fraction of 1/2, consistent with the
observed behavior.

Incorporating intensity gradients substantially modifies this
balance. The resulting constraint ratio, even in the absence of
any solvent (a = 1), is (1 + d)E4/2E“. In two dimensions, this
increases the number of independent constraints by a factor of
three. As a consequence, the resulting constraint ratio is then
equal to 3E?/2E? = 1.5, and so reconstruction is, in principle,
feasible for any solvent fraction. Just as in the case of
magnitude-only, a constraint ratio only marginally greater
than unity was found to be insufficient for a perfect recon-
struction. In the absence of solvent, the magnitude-and-
gradient algorithm recovered a discernible image, though
noticeable artifacts remained. Yet, adding just a small area of
solvent, equivalent to a solvent fraction of 17%, improved the
reconstruction, achieving a CC above 99%.

Building on this 2D proof of concept, we extended our
evaluation to simulated 3D protein structures. We obtained
the atomic coordinates from a selection of ten proteins with
diverse solvent fractions and unit-cell parameters, all
belonging to the P1 space group. An overview of these char-
acteristics, including their PDB identifiers, is provided in Fig. 6
and Table 2. We then generated electron-density maps using
the gemmi library (Wojdyr, 2022) on a grid with a 0.67 A
spacing.

For each protein, we constructed a 5 x5 x5 unit-cell
crystal surrounded by a zero-padded region with a total of six
unit-cell lengths along each axis. This specific crystal size
represents a computational compromise: it is sufficiently large
to produce well defined, broadened Bragg peaks suitable for
gradient extraction, while remaining computationally tract-
able. To explore the limits of the algorithm across a broader
range of solvent environments, additional datasets were
generated by increasing the space between molecules,
resulting in solvent fractions as high as 92%.

Representative slices of two crystals are displayed in Fig. 7:
one featuring a realistic solvent fraction of 33% and another
where the intermolecular spacing has been artificially
increased to probe higher solvent fractions, in this case 80%.
The artificially increased solvent crystals were utilized only to

® GapN
@ 800 A
£
=
© 500 4
g 600 o HBDH
=
(]
Z 400 - esLP
9 RSVF e
s e RCCH1
C -
S 200 Nikk  ® GH168
hCRBPI-RsgY e © ¢ NCRBPIFRSBA
0oL . HRP-2 .
0.2 0.3 0.4 0.5 0.6 0.7
Solvent fraction

Figure 6

Overview of the crystal’s solvent fraction, unit-cell size and PDB refer-
ence used in the simulations.
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Figure 7

A slice through electron densities of protein GapN in a P1 crystal of size
5 % 5 x 5 unit cells. (a) We show a realistic crystal with a solvent fraction
of 33%. (b) We show the same molecule but with extra 20% unit-cell
lengths of extra solvent between each lattice point, yielding a solvent
fraction of 80%. Individual molecular units are displaced to increase
intermolecular spacing.

compare the performance of the magnitude-and-gradient and
magnitude-only algorithms.

Following the simulation pipeline established for the 2D
proof-of-concept study, we generated noise-free diffraction
patterns for these 3D crystals. We identified the Bragg peaks
and estimated the lattice shape transform to recover both the
molecular intensities Inoi(qy;,) and their gradients Ve (qy,)-
A comparison of the algorithms is shown in Fig. 8, where the
CC between the reconstruction and ground truth is shown as a
function of solvent fraction. The magnitude-and-gradient
algorithm reconstructs the structure for all available solvent
fractions.

The magnitude-only algorithm reliably retrieves the elec-
tron density only for solvent fractions exceeding approxi-

¢ Magnitude only + Magnitude and gradient
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Figure 8

Comparison of magnitude-only and magnitude-and-gradient algorithms
at different solvent fractions of both real proteins from the PDB and unit
cells with increased solvent fraction. Each data point represents the mean
CC of the electron density averaged over 25 runs.

mately 0.8. Below this limit, the average CC drops sharply,
signifying a failure to recover the correct structure. This is
consistent with current literature, which notes that state-of-
the-art ab initio methods generally require solvent fractions
above 0.7 (Kingston & Millane, 2022).

In contrast, and consistent with our 2D observations (Fig.
5), the magnitude-and-gradient algorithm demonstrates a
significantly extended operational range. It successfully
recovered the correct structure across all tested solvent frac-
tions, maintaining an average CC above 0.97 in all cases. While
minor artifacts persist even at high solvent fractions, likely due
to an inaccurate gradient estimation step, these results confirm
that gradient information effectively supplies the necessary
constraints to solve structures of low-solvent crystals.

4.2. Robustness to noise

Next, we evaluated the performance of the magnitude-and-
gradient algorithm under conditions that more closely
approximate experimental conditions. To this end, we intro-
duced synthetic noise to the diffraction patterns. Because the
protein samples exhibit diverse unit-cell parameters and
intensity distributions, we define a standardized noise metric
to ensure meaningful comparisons across the datasets. For
these robustness evaluations, we excluded the artificially
inflated solvent cases and focus exclusively on crystals with
realistic solvent fractions.

To model the noise, an Anscombe-type approximation was
employed (Anscombe, 1948), whereby the Poisson distribu-
tion is approximated as Gaussian with a standard deviation
proportional to the square root of the measured photon
counts,

1
Ty (@) = e (@) & v/ T (@) ¥ ysfv(o, . @)

Here Iu.(q) denotes the calculated noiseless intensity,
Ivoisy(q) the resulting noisy value and A/(0,1) a standard
normal deviate. To facilitate a consistent comparison across
protein structures with varying unit-cell parameters and scat-
tering strengths, we normalize the noise magnitude to a
characteristic signal level, (/). This reference value is calcu-
lated as the average intensity of all Bragg reflections within a
high-resolution shell & spanning 1.9 to 2.1 A. This specific
shell is chosen as it is a common resolution limit dictating the
feasibility of successful structure determination. By using (/) s
as a benchmark, we are able to introduce a global SNR
parameter, 1, enabling uniform scaling of the noise level
across datasets.

The left panel of Fig. 9 visualizes the resulting average SNR
at the Bragg peaks as a function of resolution, plotted here for
a baseline scenario where the global scaling parameter is set to
n = 1. While the exact SNR curves vary slightly among the ten
test proteins due to their differing unit-cell parameters and
scattering distributions, they all exhibit the same fundamental
behavior: as the resolution increases (smaller d spacing), the
measured intensity /i, decreases. Because the noise model
dictates that noise scales with the square root of the intensity,
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(a) Average SNR at Bragg peaks as a function of resolution, calculated by Iy /std(|[irue —
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Inoisy|) where std computes the standard deviation. The red

dot is the signal strength indicator 7, which normalizes the SNR within the resolution shell S between 1.9 and 2.1 A —in this case to n = 1. (b) SNR of the
molecular gradients, comparing gradients calculated from /. and Iyis. The insets give zoomed-in views of the SNR at the Bragg peaks at high

resolution.

the SNR is exceptionally high in the low-resolution shells and
decreases with resolution. In the intermediate-resolution
shells between 10 and 4 A, the SNR remains relatively stable
at roughly four to 12 times the baseline 1. However, in the
high-resolution shells beyond the benchmark S, the effective
SNR drops below the nominal 1 reported here. As defined by
equation (25), any modulation of 7 results in a linear,
proportional shift of the entire SNR curve. In Fig. S2, we show
a slice through the intensities for # = 0 for three different
noise regimes.

Looking at the right panel in Fig. 9, we see that the SNR of
the estimated intensity gradients VI(q) follows a nearly
identical downward trend, with values that are broadly similar
but slightly lower than the intensity SNR. This slight reduction
occurs because gradient estimation incorporates multiple
neighboring points around the averaged lattice shape function
S%(q), where intensity values are at most 50% of the Bragg
peak maximum. Despite incorporating these lower-intensity
neighborhood values, the extracted gradients maintain a
relative fidelity of roughly 60% to 70% compared with the raw
intensities across the entire resolution range.

In addition to noise, the effect of missing low-resolution
data was considered, namely a beamstop. The central part of
the diffraction pattern is assumed to be blocked by a beam-
stop, thereby obscuring the lowest-order reflections. We mask
all intensities and gradients within the beamstop radius gsop,
ie.

¢+ QG+ <l (26)

SO a g40p = 0 corresponds to no beamstop at all. This rule does
not exactly map onto a single resolution cutoff as the unit cell
of these crystals differed in both ratio and volume. But,
generally, gyop = 2 blocks intensities at resolutions lower than

35 A and Gsiop = 4 Dlocks intensities lower than 18 A.
However, along shorter axes, intensities at significantly higher
resolutions are blocked: for hCRBPII- 1 stop = 4 blocks some
intensities at resolutions around 8 A (16 A at Gsiop = 2).
Because of these variations, as well as the differences in noise
distribution and solvent fraction, we display the resulting
performance across the full ensemble using violin plots.

To quantify the impact of these different low-resolution
cutoffs, we tested three different beamstop sizes and evaluated
the algorithmic performance under comparatively high noise
regimes, as shown in Fig. 10. For both the case without a
beamstop and the case ggop = 2, the magnitude-and-gradient
algorithm successfully retrieves the correct structure even at

1.0 e S
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c
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kS
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Q
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@
3
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| q.mp=4
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Figure 10

Effect of beamstop size and noise level on reconstruction performance.
Each violin plot shows the distribution of CC between reconstructed and
ground-truth electron densities across all test proteins for different
SNRs n.
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Figure 11

Different reconstructions of protein GH168 using the magnitude-and-
gradient algorithm. All images are plotted at a contour level of RMSD =
1, i.e. (Mean + 1 standard deviation), using ChimeraX. (a) The ground
truth. All reconstructions are performed without a shrinkwrap support
constraint. (b) gsop = 2,1 = 10, CC = 0.95. (¢) gsop = 4,71 =10, CC =
0.85. (d) gstop =2, =1, CC = 0.79.

low SNRs: average CC values remain above 0.9 down to 7
values of approximately 1, and for the no-beamstop case even
down to n &~ 0.2. At higher SNRs (1 > 2), all reconstructions
converge reliably, yielding an average CC above 0.98.

As expected, progressively removing low-frequency infor-
mation detrimentally affects performance. With g, = 4, the
average CC drops significantly across all noise levels, failing to
exceed 0.9 even at n = 10. This underscores the critical role of
low-frequency signals in establishing the contrast needed for
an initial molecular envelope, which subsequently facilitates
full structural recovery. Nevertheless, under these challenging
conditions, reconstructions with large »n still preserve mean-
ingful electron density. Fig. 11 illustrates this by comparing
three reconstructions of varying fidelity; specifically, panel (c¢)
shows that the reconstruction generated with ggop, = 4 and
n = 10 retains clear structural similarity to the true density in
panel (a).

While Fig. 10 establishes that the absence of central low-
frequency data severely limits reconstruction quality, Fig. 12
demonstrates how real-space support constraints can effec-
tively mitigate this loss. As discussed in the [Introduction,
approximate molecular envelopes are frequently obtainable
from complementary low-resolution methods. By enforcing
this prior spatial knowledge, the algorithm successfully
recovers structures that otherwise fail to converge. To quantify
this improvement, we tested two constraint levels: a ‘tight’
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c
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g
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Figure 12

Influence of real-space support constraints on reconstruction accuracy at
different noise levels. Violin plots show CC distributions for reconstruc-
tions performed without a support (green), with a rough molecular
envelope including partial solvent density (orange) and with a tight
envelope closely matching the true molecular shape (purple). All simu-
lations were conducted with ggop = 4.

envelope that closely matches the actual molecular boundary,
and a ‘rough’ envelope that includes the molecule alongside
half of the surrounding solvent density. As noted by Kingston
& Millane (2022), it is plausible to obtain an approximate
support from low-resolution reconstructions. The results
demonstrate that introducing real-space support constraints
enables the recovery of structures that otherwise fail to
converge.

While loss of central intensities previously limited recon-
struction quality, the inclusion of even approximate support
constraints partly restores this information. For n values of 5
and 10, a rough envelope is sufficient to improve the recon-
struction to high levels. With a tight envelope, good recon-
structions appear at values as low as an 7 of 2 and
interpretable features remain recoverable down to n = 0.5.
These results demonstrate that even approximate molecular
envelopes — such as those obtainable from low-resolution data
— can significantly enhance reconstruction robustness in
challenging experimental conditions. This improvement arises
because the support constraint effectively limits the search
space for the electron density, compensating for the missing
low-frequency information.

5. Conclusion

The magnitudes of structure factors obtained from the
intensities measured at reciprocal-lattice points of a crystal are
insufficient to uniquely determine the electron density within
the unit cell. The unmeasured phases can nevertheless be
recovered if more than 75% of the unit-cell electron density is
known, as in macromolecular crystals with solvent fractions
exceeding 75%. In such cases, IPR algorithms have been
shown to be effective (Kingston & Millane, 2022; Fu et al.,
2024). We investigated an approach proposed by Elser (2013),
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in which ab initio phase retrieval is performed using both
diffraction intensities and their gradients at reciprocal-lattice
points. These additional measurements increase the number of
independent constraints and exceed the number of unknown
variables required to describe the molecular electron density,
even in the absence of significant solvent volume. The benefit
of adding the gradients can be understood in considering the
Patterson function obtained from the Bragg intensities. This
real-space function repeats with the same periodicity as the
unit cell and hence cannot capture the full range of distance
pair correlations of the unit cell — it represents an aliased
autocorrelation function of the electron density. The gradient
information provides versions of the Patterson function
weighted by the coordinate, allowing the aliasing to be unra-
veled.

We performed tests of Elser’s approach on simulated
diffraction data of protein crystals to determine the possibility
of obtaining model-free electron-density reconstructions.
These simulations included the extraction of intensity gradi-
ents from Bragg peaks of non-negligible width, as expected in
serial crystallography measurements of nanocrystals (Spence
et al., 2011) or from a crystal with a finite lattice correlation
length. The simulations further incorporated experimentally
relevant conditions, including low solvent fraction, missing
low-q data and realistic noise models. The results demonstrate
that the magnitude-and-gradient algorithm performs robustly
across a wide range of solvent fractions and remains resilient
even under high levels of noise, thereby supporting its
potential application to experimental nanocrystal data. The
algorithm successfully reconstructs electron densities even
when low-frequency data are missing due to a beamstop.

The approach is well suited to the analysis of diffraction
measurements acquired using modern X-ray free-electron
lasers and fourth-generation synchrotron radiation facilities,
where nanocrystal diffraction patterns often exhibit Bragg
peaks spanning multiple pixels, enabling measurement of
intensity gradients (Mendez et al., 2020).

Despite these results, the current implementation remains
restricted to crystals with P1 symmetry, that is, to purely
translational symmetry, and several limitations should be kept
in mind, even for this scenario. First, the unwrapping function
was fixed at its ground-truth form throughout. Elser (2013)
found reconstructions to be only weakly sensitive to esti-
mating it during the iteration, yet we have not tested this
further. Second, we also assumed our coordinate system to be
aligned with the reciprocal-lattice vectors, which is generally
not the case in practice, requiring the additional treatment
discussed at the end of Section 2.

More generally, the non-Bragg signal exploited here arises
from the places where the crystal’s periodic order is inter-
rupted. Such regions are more likely to be disordered than the
bulk, and because they are also where the exploited signal
originates, they have an outsize effect on it. With higher
crystallographic symmetry present, a disordered or recon-
structed surface or a void can locally favor different unit cells,
so that the measurement averages over several distinct cells
that must then be disentangled. Even in the P1 case, where

every coherent sub-volume encodes a molecule of the same
orientation, the object itself may be distorted by surface
effects or a disordered solvent shell or other effects, which
could affect the measured gradients.

Future work should focus on improving the extraction of
reliable intensity gradients and on applying the method to
experimental nanocrystal data. Furthermore, the magnitude-
and-gradient approach could be naturally integrated with
complementary phasing strategies, such as the program by
Kingston & Millane (2022), which leverages molecular
envelopes derived from low-resolution data to further
constrain the solution space. Extending the formalism to
crystals with rotational symmetry remains an open challenge,
since their termination can no longer be captured by a single
scalar shape function and instead requires a description that
accounts for the different symmetry-related copies at the
crystal surface.

APPENDIX A
From constraints to projections

AT1. The Fourier constraint — the divide projection

In the following derivation, the steps of Elser (2013) in
Section 4.1.2 are retraced with supplementary details to clarify
the progression. Note: in the original publication, the notation
G(q) is used instead of V;F(q). The relationship between these
notations is given by VF(q) = 27iG(q). Consequently, the
real-space definitions of R also differ by a factor of 2mi. The
variable o is retained explicitly throughout the following
derivation, as it acts as a tunable hyperparameter.

To jointly satisfy the constraints in equation (9) and equa-
tion (12) via a distance-minimizing step, the distance between
F® and F&* must first be minimized under the L2 norm,
given by

A = P (q) — FO(g)
q

+0° Y Y IV @ - (VA @F, @)

where o represents the scaling parameter between intensities
and intensity gradients. The objective is to establish a
projection from F®¥(q) to F*+D(q) by utilizing a Lagrange-
multiplier-augmented distance. In the following formulation,
the update for each F**(q) relies exclusively on information
from the corresponding F*¥)(q) and I(q), independent of other
reciprocal-space positions. For notational clarity, the explicit q
dependence is therefore omitted.

Because the Fourier constraints are highly nonlinear, F*
and F**D are initially assumed to be fixed. A stationary point
is then sought with respect to each (V,«F)(kH) in the Lagrange-
multiplier-augmented distance. Holding F**!) constant leaves
the following expression to be minimized:
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L= p Z |(VjF)(k+1) _ (ij)(k)|2
j

+2 Z )»; { Re[(F(kH))*(ViF)(kH)] _ le} , (28)
j

where a real-valued Lagrange multiplier A; is introduced for
each axis j. This expression is minimized for the gradients
(VF)(kJrl by setting the derivative 6£/8(V; F)&D = 0, leading
to the update rule

A
(V,F) ) = (v.R)® — U—;F““). (29)

Substituting this back into the constraint
Re[(FEDy (v,F) k] = IVl and using |F*V]> =1, the
multiplier is obtained as

o’ KDy L
) = - {Re[(F( ) (V,F)™] — EV]I}. (30)

Having formulated the gradient replicas (V]-F)(kﬂ), the
stationary point of the total distance d(¢) must be determined.
Expanding the L2 norm components yields the total distance,

d(p) = |[F*D — FOP 4623 (V)" — (vR)PP. (31)

J
The gradient distance term |(V; o) e (v; F)P12 involves
{Re[v/T exp(— ip)(V; F)P1)2. The expansion of this square
generates phase-independent terms, which are absorbed into
the constant, and phase-dependent terms at frequencies ¢ and

20,

d(¢) = —2Rela exp(ier) exp(—ig)]
— 2Re[b exp(iff) exp(—i2¢)] + const. (32)

To determine the optimal phase ¢ of F&t) = {/Texp(ip),
terms in equation (31) are grouped by exp(ip) and exp(2i¢p).
By substituting the condition |F*+D|?> =] the first term
expands as

[ — FOP = |V Texp(ip) — FOP?

= [+ |FOP = [VI(FY) explip)
+ VIF® exp(—ig)]
= —2/1 Re[(FP)* exp(ip)] + const.  (33)

Using the stationarity condition (V,-F)(kH) - (V,-F)(k)
—(kj/az)F(k+]), the second term relates to the discrepancy
between the expected and measured intensity gradients as
follows:

o’ Z (V,E)Y — (v, )P

1 2
(F(k+1)) (V F)(k)] E le

. Z( Re[(F* D) (VR PV I

+ [Re[(F(k“))*(VjF)(k)] ]2+ % (v,1)2)
=— Z( Re[VT exp(~ig)(V;F) 19,1

+ {Re[ﬁ exp(—i(p)(VjF)(k)]r) + const.

= 072 Z [—ﬁvjzRe[exp(—i¢)(ij)<k>]

+— 21(V,F)PPP + exp(—i29)[(V,F) T

.|>|>—\

+1 exp(iZ(p){[(VF);‘](k)}z):| + const.

=— 20—\;? 2}: Vi [exp(—igo)(V_,-F)(k) + CC]

2
o )
+ 2 “exp(—2¢)[(V;F)™'T + CC + const.  (34)
]

To solve for ¢, terms that are linear in exp(=£i¢) and terms that
are quadratic [representing exp(Zi2¢)] are collected. To
consolidate the expression, the complex constants a exp(ic)
and b exp(ip) are defined as

aexp(ia) = VIF® + % S vivH®©, (35
bexp(ip) = —"{Z[(%F)(k’f. (36)

The distance function d(¢) then takes the form of a non-
convex potential:

d(p) = —2acos(p — o) — 2b cos(2¢ — B) + const. (37)

Because the data constraint is nonlinear and nonconvex, the
distance function may possess multiple stationary points. The
core of the magnitude-and-gradient Fourier projection is the
search for the argument that minimizes this potential. The
optimal phase shift 1 = ¢ — « is defined as

Y(c, y) = argmin,, [— cos(¥) — ccos(2y’ — 2y)], (38)

where ¢ = b/a and y = /2 — «. The final updated phase is

then
¢=a+w(é,é—a>. (39)
a 2
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This phase is used to set F&tD = \/Texp(ip), which subse-
quently allows for the unique determination of the Lagrange
multipliers ); and the projected gradient replicas (V;F )(kH).

To summarize, the following projection is obtained to map
from F® to F**D satisfying the constraint set given by
equation (9) and equation (12). The Fourier transform and its
gradients are updated according to

~ F+D = /1 exp(ig)
P graa - { (k+1) ® (40)
g (V,F) = (V;F)" — (&;/0?)F*HD,

To apply this projection, aexp(ia) and bexp(iff) are first
determined via equation (35) and equation (36), respectively.
Next, ¢ is calculated using equation (39) to update F*+D.
Finally, A; is evaluated via equation (30), allowing (V;F €D 1o
be calculated.
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